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Abstract

Static neural point reconstructions capture a subject at high fidelity from posed
images. Given such a reconstruction, we aim to animate it to follow a monocular
fixed-viewpoint driving video of the subject, whether captured or produced by
image-to-video (I2V) generation, and to recover a rigged, re-posable 3D asset. Ex-
isting methods deform Gaussian splats through direct linear blend skinning (LBS)
or mesh proxies, both of which are prone to joint-boundary artifacts under articula-
tion, even with per-primitive corrections. We trace the artifact to the representation:
each splat carries an individual shape calibrated in the canonical pose to tile with its
neighbours. Under LBS each splat can be moved, rotated, or rescaled but never bent,
so the canonical tiling comes apart at joint boundaries. Proximity attention point
rendering (PAPR) instead carries no per-primitive shape; each pixel is recomposed
at render time from the deformed primitives’ positions, so the surface re-forms
naturally with the articulation. We present RigPAPR, which auto-rigs a static PAPR
cloud and drives it under direct LBS from a single fixed-viewpoint video, without a
category template or a pose-dependent correction network. RigPAPR is competitive
with the strongest baseline at the supervised view and outperforms splatting-based
and mesh-based baselines at novel views, by 3 dB PSNR on synthetic subjects
and about 2 dB on real-world subjects, with cleaner joint-boundary renderings.
Project page: https://niopeng.github.io/RigPAPR/

1 Introduction

Triangle meshes are the default asset for 3D animation, yet recovering a high-fidelity mesh from real-
world capture remains difficult, requiring both accurate surface reconstruction and view-consistent
texture and material recovery. Neural rendering sidesteps this by reconstructing scenes at photoreal
fidelity from posed images alone, beginning with NeRF’s volumetric formulation [31]. Explicit
primitives have since become the more popular formulation, led by 3D Gaussian splatting [[16]
alongside other point-based alternatives [62} 20} 38]]. Because each learned primitive is editable after
reconstruction, these representations become viable animation assets, not only novel-view renderers.

The most useful animation asset on top of such a static reconstruction is a skeletal rig: a sparse,
human-interpretable, re-posable control interface that decades of skeletal-animation practice and
automatic rigging are built around [30, 22, [1]]. Driving such a rig requires motion; image-to-video
(I2V) generation [} 2 3] is a natural source, animating any subject from a single canonical frame.
Existing rig-based work for neural point representations [43} 45, 25/ 136] requires multi-camera or
orbiting-camera motion capture, while 12V most directly produces a single fixed-viewpoint video. We
focus on this fixed-viewpoint setting: given such a monocular driving video and a static multi-view
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Figure 1: Top: a cross-section of a limb, fitted in the canonical pose and then bent at a joint with linear
blend skinning (LBS). Bottom: anisotropic splats, isotropic splats and ours on the fox, driven by its
ground-truth motion. Each Gaussian splat carries its own individual shape, fitted in the canonical
pose without knowing how the surface will later deform. LBS bends the surface non-rigidly: the outer
side stretches, and the inner side compresses and thins. A splat, however, can only be moved, rotated,
or rescaled, so its shape stays an ellipsoid and cannot bend with the surface. Long, thin anisotropic
splats no longer lie along the bent surface and stick out as spikes. Making the splats isotropic removes
the spikes, but the large round splats that fill the interior keep their size as the limb thins, and push
through the surface as blobs. PAPR instead builds shape from a set of shape-free points: each pixel is
recomposed at render time from its deformed neighbours, so the surface follows the bend.

reconstruction of the subject, we aim to recover a rigged 3D asset whose motion can be re-rendered
from novel viewpoints and whose skeleton can be re-posed to unseen configurations.

Most existing approaches to rigging neural point-based representations adopt Gaussian-splat primi-
tives, deformed either by direct linear blend skinning (LBS) on the splats [55,45] or by binding them
to a deforming mesh or parametric template [[7,35]. In our setting both routes produce visible artifacts
near the joints, where the deformation pushes splats far from their canonical configuration. The cause
is the primitive rather than the deformation: each splat carries its own individual shape, an ellipsoid
fixed by its covariance, which can be moved, rotated, or rescaled, but never bent. Neighbouring splats
are fitted to tile into a seamless surface in a single static pose, with no observation of the motion to
come, so when LBS later bends a joint the tiling comes apart. Anisotropic splats stand out from the
bent surface as spikes; constraining them to be isotropic only rounds these into blobs (Fig. [T).

Directly addressing the cause calls for a different representation: an interpolation-based represen-
tation, in which no primitive carries a fixed shape parameter. Instead, the shape emerges from
the spatial configuration of a set of primitives, not from any single one. Under deformation, the
positions of the nearby primitives change, and so the rendered pixels change accordingly, which
allows the rendering to adapt to the deformed spatial configuration automatically. Fig. [I] (bottom
right) shows the consequence: the same deformation that broke the Gaussian tiling can be rendered
as a seamless surface with interpolation. Proximity attention point rendering (PAPR) [62] realizes
this representation: each primitive carries only a position and a view-independent feature, and each
pixel is rendered as an attention-weighted aggregation of its top-K nearest primitives, with weights
computed at render time from their current positions. Under direct LBS, the attention weights update
automatically with the deformed positions.

Building on this insight, we present RigPAPR, a method that animates a static PAPR cloud from a
single fixed-viewpoint driving video, captured or [2V-generated, and produces a re-posable rigged 3D
asset without category templates. Given a pre-trained PAPR cloud and the driving video, the method
first auto-rigs the point cloud through a transient mesh proxy, which is discarded once binding is
set. The point cloud is then deformed directly under LBS, with joint rotations and skinning weights
refined through two-phase optimization driven by the video. We evaluate on synthetic and real-world
subjects against strong representative splatting-based and mesh-based baselines. At the supervised
view RigPAPR is competitive with the strongest baseline. At held-out novel views it outperforms all
baselines, by 3 dB in PSNR on synthetic subjects and about 2 dB on real-world subjects, and renders
joint boundaries more cleanly.



2 Related Work

3D representations for animatable reconstruction. The choice of 3D representation determines
how the reconstructed object’s geometry is stored before animation. Implicit representations [31} 146,
24| describe geometry as a continuous function of space, whereas explicit representations such as
meshes and point clouds store geometry as discrete primitives with positions and, in some cases, local
shape parameters. For animation, explicit representations are convenient because their primitives can
be transformed directly to change the geometry. Among explicit neural representations, point-based
neural renderers reconstruct real-world captures from posed images at high fidelity, without the
surface-reconstruction step that mesh-based pipelines require. 3D Gaussian splatting [16] (3DGS) is
the dominant such representation. An axis that matters under deformation is how shape is encoded:
3DGS encodes shape per primitive via an anisotropic 3D covariance (a local ellipsoidal kernel),
whereas PAPR [62]] carries no per-primitive shape parameter: shape emerges at render time from
proximity attention over a neighbourhood of primitives.

Rig-based animation and its precedent. Captured subjects can be made animatable along a
spectrum of control interfaces. Per-frame deformation fields 132} 34, 154! 48] reconstruct the observed
motion as a continuous 4D field, but they replay rather than re-pose: the asset exposes no re-pose
interface beyond the captured latent trajectory. Cage and control-point methods [12| [11] provide
a re-posable asset, but steer it through a dense set of surface handles that remains cumbersome to
manipulate directly. Rig-based methods expose a skeleton instead: a sparse, human-interpretable in-
terface that the existing motion-capture data, retargeting tools, and authoring workflows of production
pipelines are already built around. We target this setting.

Rig-based animation has been studied extensively for meshes. Automatic rig prediction [[1,152} 141} 59,
28,153 makes rigging tractable without manual authoring, producing a skeleton with skinning weights
bound to a mesh. Recent generative work extends this to motion: ActionMesh [39] generates an
animated mesh from a video, and RigMo [57]] recovers a rig and its motion from such a mesh sequence.
Their combination produces a rigged mesh but recovers no view-consistent appearance of the captured
subject from its posed images. Skeleton-driven deformation on non-mesh primitives has precedent:
meshless and point-sampled animation driven by skeletons dates to the mid-2000s [10, 40l 37],
with modern differentiable descendants [S8]]. These methods drive point sets or lattices through
physics-based deformation (meshless elasticity, shape matching) rather than linear blend skinning,
and none target photorealistic rendering of captured scenes.

Fixed-viewpoint rig-based animation. Rig-based work for neural representations has explored
multi-view supervision during the driving sequence, whether from multiple synchronised cameras or
from a deliberately moving camera that encircles the subject across timesteps [43 14, 145]], coverage
that disambiguates depth from articulation. We focus on the setting where the driving sequence
is a single fixed-viewpoint video, the form 12V models [5} 2 3] produce most directly. In this
regime, depth and articulation explain the same 2D residual at every frame, and the problem is
under-constrained. Methods that operate here constrain the optimization with auxiliary information
in three ways: (a) a strong generative prior based on an image or video generation model [49, 8]];
(b) a pre-existing category template such as SMPL [19} 35| 25]]; (¢c) monocular pre-trained priors that
provide approximate per-frame guidance, such as off-the-shelf depth estimators [27] and 2D point
trackers [[13]]. Our work and AnimaMimic [50] both follow route (c). We differ on the representation
axis: AnimaMimic’s pipeline runs on a mesh that must be supplied upstream, whereas our point-based
neural representation is reconstructed directly from posed real images.

Rig-based animation of point-based neural representations. Recent work has begun to rig point-
based neural representations. Most efforts operate on Gaussian-splat primitives; one line operates on
density-field neural points under volumetric rendering.

Direct LBS on Gaussian splats. LBS is applied directly to the splats with learned per-primitive
skinning weights [45] [18]. A parallel line [S5] 4] retains the direct-LBS move but adds a pose-
dependent detail-deformation head that displaces splat positions at each timestep to compensate for
rendering artifacts under articulation. Because the head is trained on the observed pose distribution,
this pose-dependent compensation may overfit to those poses and generalize weakly to novel ones.



Mesh-proxy binding. Splats are bound [9, 44, [7, 1561 [26] to a triangle mesh that provides a deforming
surface reference: as the mesh deforms, splats follow it in position, and their covariances reorient
with the local surface frame. A specialized sub-variant uses parametric templates such as SMPL [29]
or FLAME [23] as the mesh proxy [19} 25135} 36|, avoiding topology estimation but restricting the
method to categories with a pre-existing template. Several of these works also adopt dual-quaternion
skinning [[14}15] or local rigidity regularizers such as ARAP [42]] to soften the non-rigid blending of
bone transforms at joint boundaries. These fixes adjust the deformed position, but the splat covariance
remains calibrated to the canonical-pose surface, so the artifacts are softened but persist.

Cage or sparse control graph. A third family operates on the same Gaussian-splat primitive but
replaces the skeleton with a dense set of surface handles, so re-posing becomes geometric editing of
the cage rather than skeletal manipulation [49]. These methods sit adjacent to rig-based work and
share the primitive-level limitation analyzed below. Recent variants approach the skeleton from the
other side: a kinematic-tree control graph [61]], or piecewise-rigid Gaussian clusters [[17]. Both still
expose a dense-handle interface rather than a sparse rig.

All the Gaussian-splat coping patterns above share a structural problem rooted in the primitive rather
than the method. Each splat carries an individual shape, an ellipsoid fixed by its covariance, calibrated
in the canonical pose to tile with its neighbours. A bone transform moves, rotates and rescales that
ellipsoid, and recomputing its covariance from the local deformation only maps it to another ellipsoid.
No covariance update bends the splat, so it cannot follow a surface that bends between two bones,
and the canonical tiling comes apart at joint boundaries. The mesh-proxy, cage, and correction MLP
mechanisms each target a symptom of this mismatch while leaving shape inside the primitive, where
the artifact originates. We therefore build on PAPR, an interpolation-based representation whose
primitives carry no such parameter: each pixel’s rendered output is recomposed at render time from
the current positions of its top-K nearest primitives, so the rendered surface follows the deformed
configuration.

Density-field neural points. Uzolas et al. [43] rig a Point-NeRF [51]]-style density-field point cloud
directly with LBS, with no pose-dependent correction MLP. Their points carry no explicit per-
primitive shape, yet rendering aggregates per-primitive contributions independently rather than
interpolating across primitives at the pixel. They further differ on supervision and on point distribution.
They require multi-view supervision (a varying viewpoint across the sequence) to resolve the depth-
articulation ambiguity, whereas we operate from a single fixed-viewpoint video. Their points also
volumetrically sample the object interior for density-field rendering, which precludes feeding them to
surface-based auto-riggers [41} 152, 159] that PAPR’s surface-concentrated points support directly.

3 Method

3.1 Overview

From a static PAPR [62]] cloud and a fixed-viewpoint driving video, our method produces a rigged
point-based asset that reproduces the driving motion, renders faithfully from unseen viewpoints, and
is re-posable to unseen configurations. We write the PAPR scene as N points {(p;, u;, 7;) }}*., with
positions p; € R3, view-independent features u; € R4, and influence scores 7; € R; the skeleton has
B bones and each point carries a per-bone skinning weight w; € RP. A pose at frame ¢ comprises
one axis-angle rotation per bone, {R}}Z | C SO(3), plus a global root translation t* € R3; forward
kinematics composes these with the fixed bind-pose bone offsets to yield per-bone S E(3) transforms
T, (RY). The driving video supplies 7" frames {I'}_; from a single camera C.

Figure[2]shows the overview of our method. §3.2Jrecalls the PAPR properties we exploit; §3.3]attaches
an articulated rig directly to the PAPR cloud, with no mesh proxy at deformation or render time;
drives the rig from the video through a two-phase optimization that resolves the depth-articulation
ambiguity inherent to a single fixed view.

3.2 Preliminaries: Proximity Attention Point Rendering

PAPR represents a scene as IV points whose positions and view-independent features are stored as
learnable parameters and trained end-to-end against the input images. To render a pixel, PAPR casts a
camera ray, selects the top- K points nearest the ray, and aggregates them with a proximity-attention
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Figure 2: RigPAPR overview. A mesh proxy extracted from the PAPR cloud is auto-rigged and
the resulting skeleton and initial skinning weights are transferred back onto the points; the proxy is
then discarded (§3.3). A two-phase optimization drives the rigged cloud from the fixed-viewpoint
video, recovering per-frame joint rotations and refining the skinning weights (§3.4). At inference,
LBS deforms the canonical points and the frozen PAPR renderer renders the asset from different
viewpoints.
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head: the head produces softmax weights over the top-K points and aggregates their per-point
contributions into the rendered pixel RGB I. The attention weights and per-point contributions
are computed from each point’s relation to the ray (its position, its depth along the ray, and its
perpendicular offset) together with the ray direction; we refer to [62] for the full attention design.

Two properties of PAPR matter for what follows. First, the same indexed point set persists across
reconstruction and deformation, and the renderer relies on no surface connectivity (such as mesh
edges) that LBS could break. Second, because the attention weights renormalize over the current
top- K neighbourhood at render time, every pixel still receives a non-vanishing gradient when points
move far from the binding configuration; we exploit this property when fine-tuning the representation
per frame. Backbone configuration and the variant we use are detailed in the appendix.

3.3 Direct Linear Blend Skinning on Neural Points

We attach an articulated rig to the PAPR scene by treating each point as a free linear blend skinning
(LBS) handle: the same point set used for static reconstruction is the point set we deform per frame,
with no mesh proxy or resampling at deformation or render time and no retraining of the renderer.

Skeleton and weight initialization. We mesh the trained PAPR cloud with OffsetOPT [21]] and
feed the proxy to Puppeteer , which returns a B-bone skeleton and per-vertex skinning weights;
we transfer the weights to the PAPR points to obtain w; € RZ. The proxy is used only here, to seed
the skeleton and skinning weights, and is discarded afterwards; it participates in neither deformation
nor rendering. §3.4]then refines w and recovers per-frame rotations against the driving video.

LBS on PAPR points. Let {R}}7 , be the bone rotations at frame ¢ and T;(R") € SE(3) the
corresponding skinning transform, defined as the bone-to-world transform at frame ¢ composed
with the world-to-bone transform at the binding pose, so that T;(R") = I for every bone and the
canonical configuration is the fixed point of Equation (T)). With positions written in homogeneous
coordinates, the deformed position of point ¢ at frame ¢ is

B

p, = t' + > wi, Ty(R)pf, 8))
b=1

where p! is the canonical position and t* the global root translation. Only positions are deformed: u;
and 7; travel rigidly with the point, and the proximity-attention renderer re-aggregates the deformed
neighbourhood at render time. Each PAPR point is therefore a persistent, appearance-stable handle:
articulation moves the handle while leaving its appearance content untouched.



A useful side benefit follows directly: with no edges to preserve, the representation does not freeze
connectivity at the binding frame. Deformations that require connectivity changes, such as an arm
separating from a torso it touches at binding, remain expressible, whereas mesh-bound schemes
propagate the binding-frame topology forward indefinitely through their splat-to-triangle pinning.

3.4 Video-Guided Two-Phase Optimization

The single-view setting is under-constrained: depth and articulation explain the same 2D residual
at every frame, so a rendering loss alone cannot distinguish the correct configuration from one that
renders identically at C but differs from every other viewpoint. Monocular depth and 2D tracks resolve
the ambiguity but inject their own bias and noise; we therefore use them as decaying scaffolding:
present early to break the ambiguity, then faded out so the converged optimum is not pinned by their
failure modes. Loss weights and schedules are tabulated in the appendix.

Phase 1: Depth-supervised joint-rotation initialization. Phase 1 freezes the skinning weights
and optimizes the per-frame joint rotations {R}i}z;1 together with per-frame global root translations
{t'}_, C R3, fit sequentially from the binding frame with each frame warm-started from the
previous. The objective combines a rendering loss Lg, on the rendered patch with a relative-
depth term £ agepn and a descendant-weighted rotation regularizer that keeps joint rotations small
in proportion to how many child joints they propagate to. Monocular predictors such as Depth
Anything 3 [27] do not produce depths in PAPR units. We use the metric-depth variant, whose
frame-to-frame relative signal at the same canonical point tracks true depth changes reasonably well
up to a per-frame scalar. We compute that scalar in closed form on each step’s sample (held constant
in the backward pass) and penalize the calibrated residual in MSE; full construction in the appendix.
We do not use 2D tracks at this phase: relative depth alone breaks the front-versus-back ambiguity,
and tracking would overconstrain the rotations before they have settled.

Phase 2: Pose corrections and skinning-weight refinement. On top of the Phase 1 trajectory,
Phase 2 unfreezes two additional parameter sets: per-joint axis-angle corrections produced by a
small temporal MLP, and the skinning-weight logits that yield w. The Phase 1 rotations {R} } and
the Phase 1 translations {t!} remain frozen; each correction is added to the Phase 1 rotation of its
joint and propagates to points only through LBS with the refined weights. Unlike the per-primitive
correction MLPs of Gaussian-splat-based methods (§@), these corrections act at the joint level, on
bone rotations rather than primitive parameters.

The Phase 2 objective extends Phase 1 with a CoTracker 3 [13] tracking loss L,cx, an as-rigid-as-
possible distance-preservation term over each point’s k-nearest canonical neighbours that anchors
local geometry through deformation, and standard smoothness and magnitude regularizers on the
corrections and weights. CoTracker queries are seeded from PAPR’s per-pixel attention dominance
at the canonical view rather than raw projection, so each track corresponds to a point the renderer
actually relies on (details in appendix). Both Aageph and Ayack decay to zero over Phase 2, leaving a
pure rendering-driven refinement on top of the joint trajectories that depth and tracking established.

Rendering at novel views. At inference, novel views require a single forward pass: LBS-deform
the canonical points with the optimized (w, {R'}, {t'}), then render with the frozen PAPR network.
The same canonical asset re-poses to arbitrary novel rotations and renders from arbitrary novel views
without per-frame or per-view fitting. The one-time fit takes about an hour per phase on a single
RTX 3090 for a 16-frame sequence.

4 Experiments

4.1 Experimental Setup

Baselines. We compare against baselines that represent the deformation models our analysis
contrasts with. Mani-GS [7]] deforms Gaussian splats through a mesh: each splat is bound to a
triangle of a mesh proxy that is deformed by the rig. RigGS [35] instead applies linear blend skinning
directly to the splats, with a pose-conditioned network that corrects the skinned result. Puppeteer [41]
serves as a mesh-based animation baseline. We adapt both splatting-based baselines to our setting,



Table 1: Quantitative comparison on synthetic sequences (5-scene mean) and on ZJU-MoCap (2-scene
mean). We report PSNR, SSIM and LPIPS at the training view and at four held-out novel views.
Puppeteer [41] is evaluated on synthetic data only. Baselines are Mani-GS [7]] and RigGS [55]]. Best
and second best per column; values that print identically are underlined on both sides.

‘ Synthetic ‘ ZJU-MoCap

Train view Novel view Train view Novel view
Method |PSNRT SSIMfT LPIPS| |PSNRT SSIMt LPIPS| |PSNRT SSIM?T LPIPS| |PSNR{ SSIMT LPIPS|

Puppeteer| 2248 0941 0.044 | 1927 0923 0.075 — — —
Mani-GS | 28.53 0974 0.026 | 20.51 0.927 0.072 | 2638 0.974 0.022 | 21.33 0937 0.065
RigGS 29.52 0975 0.029 | 2037 0926 0.069 | 27.06 0.969 0.037 | 21.21 0.937 0.057
Ours 29.04 0971 0.027 | 23.51 0.944 0.045 | 27.67 0972 0.034 | 23.20 0.952 0.044

giving them the same canonical reconstruction, auto-rig, and two-stage optimization as our method;
implementation details are in appendix [D.3]

Datasets. For synthetic evaluation we pick five objects from Objaverse [6]] spanning three mor-
phologies: bipeds (T-Rex, Simpsons), quadrupeds (fox, wolf), and an octopod (spider). For each
scene we render a fixed-viewpoint 512x512 video as the training view. For the splatting-based
baselines and our method we additionally pre-train on the first frame using multi-view reconstruction,
rendered from a ring of cameras around the subject; Puppeteer takes the ground-truth mesh and
texture directly. For real-world evaluation we use a short clip of each of two subjects (313 and 390)
from ZJU-MoCap [33]], a synchronized multi-camera capture of human motion: we pre-train on
the first frame of the multi-view capture, use one camera as the fixed-viewpoint driving video, and
hold out the remaining cameras as ground truth for novel views. Across both settings, sequences are
16-40 frames; per-scene lengths are tabulated in the appendix. Finally, as a demonstration of the
image-to-video use case that motivates the fixed-viewpoint setting, we capture two static scenes of
our own (robot, statue) and animate them from a Kling 3.0 [5]] video generated at one canonical view;
we show qualitative results only (Figure|[6).

Metrics. We report PSNR, SSIM [47], and LPIPS [60] (VGG backbone) at the training view and at
four held-out cameras. On synthetic data the held-out cameras are placed uniformly on a ring around
the subject; on ZJU-MoCap they are the capture camera nearest the driving camera and those at
roughly 90°, 180° and 270° from it, with the subject’s foreground composited on a white background.
All metrics are averaged over the sequence with the canonical frame excluded.

4.2 Quantitative Results

Table [T] reports the quantitative comparison. At the training view, our method is competitive with
both splatting-based baselines on synthetic scenes and on ZJU-MoCap, and outperforms Puppeteer
on every metric. At held-out novel views, our method outperforms all baselines on every metric on
both datasets, by 3 dB PSNR on synthetic scenes and about 2 dB on ZJU-MoCap. Although every
method loses quality away from the supervised view, ours best preserves novel-view quality.

4.3 Qualitative Results

Video renderings for all results below are provided on the project website; we encourage the reader to
consult them, as articulation artifacts are most evident in motion.

Synthetic qualitative. Figure[3|shows the qualitative comparison on synthetic T-Rex; the remaining
four subjects (fox, Simpsons, wolf, spider) are deferred to the appendix (Figures [SHIT). Mani-GS
and RigGS show visible artifacts under articulation (highlighted in red), most pronounced around the
head and belly in the novel view. Puppeteer fails to fit the correct geometry, exemplified by the head
not pointing in the right orientation. Our method avoids both failure modes.

Real-world qualitative. Figure §] shows one subject from ZJU-MoCap at the training view and at
a held-out view; a second subject is in the appendix (Figure[T2). At the training view all methods
reproduce the captured frames. At the held-out view each baseline degrades in its own way: Mani-GS
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Figure 3: Qualitative comparison on synthetic T-Rex. Rows are methods, columns are frames; left
block is the supervised Training View, right block is a held-out Novel View. Column %, is the canonical
(binding) frame; 1, to are progressively articulated frames. Red highlights mark Puppeteer’s joint-
rotation errors and the articulation artifacts of Mani-GS and RigGS; best viewed zoomed in.
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Figure 4: Qualitative comparison on ZJU-MoCap. Rows are frames; columns are split into
the supervised Training View (left) and a held-out Novel View (right), each showing Mani-GS [7]],
RigGS [55]], ours and the ground truth. g is the canonical (binding) frame; ¢; is an articulated frame.
In the novel view, our renderings are cleaner, without the spikes or gaps of the baselines (red); best
viewed zoomed in.

shows needle-like spikes over the back and head, and RigGS opens gaps at the waist, while ours
remains clean.

Novel pose driving. Figure 3 drives each fitted model with poses from a later part of the ZJU-
MoCap capture that were not part of the fitting trajectory, retargeted to each method’s own rig. Only
pose-independent outputs carry over to unseen poses: the refined skinning weights for every method,
and for Mani-GS additionally the refined per-splat binding rotation and offset; components tied to the
training frames (our Phase 2 correction MLP and RigGS’s detail head) are disabled at test time. Both
splatting-based baselines show artifacts at the joints, while ours does not.
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Figure 5: Novel pose driving on ZJU-MoCap. Each method is driven at test time with poses from
a later part of the capture that was not part of the fitting trajectory; the ground truth is the captured
frame. Columns show Mani-GS, RigGS, ours and the ground truth. Our renderings are cleaner,
without the spikes or gaps of the baselines (red). Best viewed zoomed in.
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Figure 6: Captured scenes. Each static capture is animated from a generated driving video. For each
scene, columns show one frame of the driving video and our result at the training view and at a novel
view.

Captured scenes. Figure [f]shows our results on the two captured scenes, each animated from its
generated driving video. At the training view our model follows the generated motion, and from a
novel view it renders a clean surface as the subject moves. More frames and novel pose driving of the
robot are in the appendix (Figures [[3HI3).

4.4 Ablations

Ground-truth deformation. To separate the rendering representation from rig error, we deform
every method with the ground-truth motion of the synthetic subject and fine-tune none of them per
frame. We compare three splat variants with ours: Mani-GS [7]], which binds its splats to the ground-
truth mesh; its isotropic variant; and RigGS [55]], which skins its splats directly with LBS, with its
pose-dependent correction head omitted since the deformation is given. Every splat variant uses more
primitives than ours, from about two to fourteen times as many. Even so, on Simpsons (Figure[7)), all
three produce artifacts at the legs when the knees bend, while ours does not. At the binding frame
all methods render comparably, and fox and T-Rex show the same pattern (appendix [B.2). With the
deformation exact, the artifact remains whether the splats follow a mesh or are skinned directly, and
whether they are anisotropic or isotropic; it disappears only when the primitive changes.

Two-phase optimization. Table[2]ablates the two phases of our method on T-Rex, including the
relative-depth term of Phase 1. Without £ gepm, Phase 1 fits the training view more closely, by 1.5 dB
PSNR, yet the chamfer distance nearly triples and novel-view PSNR drops by 2.7 dB. From a single
fixed view, a joint rotated wrongly in depth can still match the pixels well, so a closer training-view
fit does not mean a more accurate 3D pose. Phase 2 then raises training-view quality and lowers the
chamfer distance further by correcting Phase 1’s joint-rotation errors, such as the T-Rex head and tail
in Figure[2] while novel-view quality stays about the same. Across methods, Phase 2 likewise raises
training-view PSNR while leaving novel-view quality essentially unchanged (appendix [BT).



Mani-GS Mani-GS (isotropic) RigGS Ours
W A

2

Figure 7: Ground-truth deformation on Simpsons. Every method is deformed with the ground
truth, so no rig error enters the comparison. The splat-based methods produce artifacts at the legs
when the knees bend (red); ours does not. Best viewed zoomed in.

Table 2: Two-phase ablation of our method on T-Rex. Training- and novel-view metrics use the
same cameras as Table[T} chamfer distance is measured against the ground-truth mesh and averaged
over the driving-video frames. Removing £ adepin improves the training view at the cost of novel-view
quality and 3D accuracy; Phase 2 improves both the training view and the chamfer distance.

Training view Novel view
Configuration PSNRT SSIM{ LPIPS] | PSNRT SSIM{ LPIPS| | Chamfer (x10~3))
Phase 1 w/o LAdepn | 2921 0.953  0.034 | 21.38 0.934 0.045 15.64
Phase 1 2772 0945 0.035 | 2405 0942 0.039 5.68
Full 31.08 0972 0.025 | 2395 0945 0.034 4.60

Loss-weight sensitivity. We scale each loss-weight group by x % and x3 on T-Rex and fox, with
all other weights at their defaults (appendix [C). Novel-view PSNR varies by at most 0.54 dB for
every group except the relative-depth weight (1.55 dB), which matters most, consistent with Table 2}

5 Final Discussion and Conclusion

Limitations. RigPAPR models skeletal articulation under LBS; muscle bulging, soft tissue, cloth,
hair, and facial motion are not modelled. Within this scope, RigPAPR inherits the failure modes of
its 2D scaffolding. Phase 1 relies on monocular depth and Phase 2 further on 2D tracking; where
these priors fail, the errors propagate into the recovered articulation and cannot be corrected by the
rendering loss, since the single fixed view does not constrain the failure direction. The auto-rigging
stage is similarly load-bearing: a poor skeleton or miscomputed skinning seeds an optimum that
downstream refinement only partially escapes, particularly on morphologies the auto-rigger was not
trained for. Finally, regions occluded in the binding frame receive no appearance supervision during
canonical pretraining, so articulation that later exposes them tends to render as holes or stray colors
rather than a coherent surface.

Conclusion. We traced joint-boundary artifacts in Gaussian-splat-based rigging methods to a
representation-level incompatibility with LBS, and showed that covariance-free, interpolation-based
point primitives address the underlying cause rather than patching the symptom. RigPAPR auto-rigs
a static PAPR cloud and animates it from a fixed-viewpoint driving video, captured or [2V-generated.
It renders cleanly under articulation at both the supervised and novel views. The rigged cloud is a
reusable 3D asset, re-posable to new motions beyond the driving video.
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This appendix is organized into four parts. Section [A] extends the qualitative comparison of the
main paper to the four remaining synthetic subjects (fox, Simpsons, wolf, spider) and to the second
ZJU-MoCap subject, and shows our results on two scenes we captured ourselves (robot, statue),
animated from a generated video and driven to novel poses (Section [A.T). Section [B] groups two
additional ablations: the two-phase optimization ablation across methods, with a closer look at our
method and its depth supervision on T-Rex (Section[B.I), and a ground-truth deformation ablation
that isolates the rendering representation from geometry and skinning quality (Section[B.Z)). Section[C]
reports the sensitivity of the two-phase optimization to its loss weights. Section[D]collects additional
implementation details: dataset sequence lengths (Section [D.T)), the PAPR backbone and auto-rig
pipeline (Section[D.2), the baseline implementations (Section [D.3]) and a Mani-GS configuration
comparison that motivates disabling its per-triangle adaptive scaling (Section|[D.4), the two-phase
optimization losses and schedules (Section[D.5)), and the attention-guided track-seeding procedure

(SectionD.6).

A Additional Qualitative Results

Figures [BHIT] extend the synthetic qualitative comparison of Section {£.3] (Figure [3) to the four
remaining synthetic subjects. Rows are methods (Puppeteer [41], Mani-GS [7], RigGS [55], ours,
ground truth) and columns are matched frames; each figure shows the supervised Training View and a
held-out Novel View with ¢, the canonical (binding) frame. Spider is shown with two frames per view
rather than three so each image stays large enough to read the limb-junction detail. The same failure
modes observed in the main figure recur across morphologies. Mani-GS produces spiky artifacts,
especially around joint boundaries: the neck and back for fox, the arm and leg for Simpsons, the
chest and tail for wolf, and the legs for spider. RigGS shows similar artifacts at the joints: the feet
for Simpsons, the tail and front leg for wolf, and the front leg next to the jaws for spider. Puppeteer
fails to deform the geometry to match the observed motion sequence accurately. While its result is
sometimes passable, it is not consistently accurate, with limbs and body parts often not reaching their
target positions and the geometry sometimes structurally incorrect. Our method recovers the joint
rotations more accurately throughout the motion sequence and renders cleanly without artifacts. For
parts of the subject that remain occluded under the fixed training view, however, the geometry does
not always track as accurately: the 2D priors we use to disambiguate single-view supervision provide
no signal in occluded regions either (e.g., the left arm of Simpsons).

Figure [T2] shows the comparison on the second ZJU-MoCap subject. At the held-out view, both
Mani-GS and RigGS show artifacts on the arms, while ours remains clean.

A.1 Captured Scenes

This section adds frames to the captured scenes of Figure [f] We photograph a static subject (a
robot and a statue) from multiple views, pre-train a PAPR cloud on the photos, generate a driving
video at one canonical view with Kling 3.0 [5]], and animate the cloud from that video. Because the
driving video is generated, no ground truth exists at novel views, so we show qualitative results only.
Figures |13|and [14|show our results at the training view beside the driving video, and from a held-out
viewpoint.

We further drive the captured robot with two pose sequences unseen in the driving video (Figure [I3).
The model follows both sequences, including arm poses far from any in the driving video.
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Figure 8: Qualitative comparison on synthetic fox. Training View is on top and Novel View is on
the bottom. Rows are methods; columns are matched frames, with ¢, the canonical (binding) frame
and t1, to progressively articulated.
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Figure 9: Qualitative comparison on synthetic Simpsons. Rows are methods; columns are matched
frames split into a supervised Training View (left) and a held-out Novel View (right). £ is the canonical
(binding) frame; ¢1, to are progressively articulated frames.
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Figure 10: Qualitative comparison on synthetic wolf. Training View is on top and Novel View
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frame and ¢;, t5 progressively articulated.
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Figure 11: Qualitative comparison on synthetic spider. Rows are methods; columns are matched
frames split into a supervised Training View (left) and a held-out Novel View (right). ¢ is the canonical
(binding) frame and ¢; is the articulated frame shown; the additional ¢, is omitted to allow larger
images.
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Figure 12: Qualitative comparison on the second ZJU-MoCap subject. Layout as in F1gure
rows are frames; columns are split into the supervised Training View (left) and a held-out Novel
View (right), each showing Mani-GS [7]], RigGS [53]], ours and the ground truth. g is the canonical

(binding) frame; ¢ is an articulated frame. In the novel view, our renderings are cleaner, without the
spikes or gaps of the baselines (red); best viewed zoomed in.
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Figure 13: Our results on the captured robot. Rows are matched frames (% is the canonical/binding
frame; 1, to are progressively articulated); columns are split into the supervised Training View (ours
and the generated driving video) and a held-out Novel View (ours).
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Figure 14: Our results on the captured statue. Layout as in Figure
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Figure 15: Novel pose driving on the captured robot. Our model is driven at test time by two pose
sequences not seen during fitting. Columns show the canonical (binding) frame ¢y followed by two
frames from each driving sequence. No ground truth is available for the driven poses.
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B Additional Ablations

This section reports two additional ablations. Section [B.I|compares Phase 1 alone with the full two-
phase optimization for every method, and examines what the two phases and the depth supervision
each contribute to our method on T-Rex. Section[B.2]isolates the rendering representation from any
geometry or skinning quality by deforming every method with the ground truth.

B.1 Two-Phase Optimization Ablation

Table [3|compares Phase 1 alone with the full two-phase optimization on all synthetic scenes. Phase 2
raises training-view PSNR for every method (4-1.8 dB on Mani-GS, +2.7 dB on RigGS, +1.0 dB on
ours), while novel-view PSNR stays within 0.4 dB of Phase 1. For our method this gain comes with
visible geometric corrections: Phase 2 fixes per-frame joint rotations that Phase 1 gets wrong, which
we examine on T-Rex below.

Table 3: Two-phase ablation on the synthetic scenes. Phase 1 stops after each method’s first training
phase; Full adds Phase 2 (Section[ﬂ]) on top. Best in bold, second-best underlined.

Training view Novel view
Configuration PSNRT SSIMt LPIPS| | PSNRT SSIMT LPIPS)
Mani-GS (Phase 1) 26.71 0.962 0.037 20.14 0.925 0.073
Mani-GS (Full) 28.53 0.974 0.026 20.51 0.927 0.072
RigGS (Phase 1) 26.80 0.963 0.036 20.19 0.924 0.071
RigGS (Full) 29.52 0.975 0.029 20.37 0.926 0.069
Ours (Phase 1) 28.02 0.964 0.029 23.70 0.946 0.044
Ours (Full) 29.04 0.971 0.027 23.51 0.944 0.045

Our method on T-Rex. We examine our method’s two phases more closely on T-Rex, together with
the relative-depth term of Phase 1. Figure[I6]shows three configurations side by side: Phase 1 with
the relative-depth term £agepim disabled, the depth-supervised Phase 1, and Full (Phase 1 followed by
Phase 2). Without £ agepw, the per-frame joint rotations are supervised only by the rendering loss at a
single fixed view, giving the optimizer the freedom to twist rotations off their physically correct paths
to improve the 2D pixel match. The no-depth variant therefore fits the training-view silhouette more
aggressively, but misaligns the underlying 3D articulation across the sequence; the artifact is most
visible at the head, whose rotation locks into a clearly wrong configuration that subsequent training
cannot correct. The depth-supervised Phase 1, by contrast, keeps each rotation on a 3D-plausible
trajectory, and with the auto-rigged skinning weights still unmodified at this stage (Phase 2 is what
refines them), this fidelity to 3D motion comes at the cost of a slightly looser silhouette fit.

Building on the depth-supervised Phase 1, Phase 2 refines both the skinning weights and the per-joint
rotation corrections, addressing both ends of the trade at once: with corrected skinning and refined
rotations, the deformation matches the ground-truth silhouette without forcing rotations off their
3D-plausible paths. The visible corrections on T-Rex are highlighted in the figure: the head rotation
at t1 and the mouth articulation and tail position at ¢, are all brought closer to the ground truth. The
metrics tell the same story: training-view PSNR climbs to its best across all configurations (31.08 dB),
and the chamfer distance against the ground-truth mesh improves further from 5.68x 10~ at Phase 1
to 4.60x 1073 at Full.

B.2 Ground-Truth Deformation

Section [T]attributes the joint-boundary artifacts of Gaussian-splat rigging to the primitive rather than
to the deformation. This ablation tests that claim by fixing the deformation to the ground truth and
varying only the representation. Every method is deformed with the ground truth of the synthetic
subject, so no rig error enters the comparison, and no method is fine-tuned per frame. Mani-GS [[7]
binds its splats to the ground-truth mesh, so they follow the ground-truth mesh sequence. Mani-GS
(isotropic) binds its splats to the same mesh and constrains every splat to be isotropic. RigGS [55]
skins its splats directly with linear blend skinning, with no mesh binding, and rotates each splat’s
covariance by its blended bone rotation. Because the deformation is given by the ground-truth
geometry, RigGS’s pose-dependent correction head is not needed and is omitted. On fox, RigGS and
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Figure 16: Two-phase optimization ablation on T-Rex. Training View is on top and Novel View
is on the bottom. Rows are configurations (Phase 1 w/o L Adepih, Phase 1, Full, GT); columns are
matched frames with ¢ the canonical (binding) frame and ¢;, t2 progressively articulated.
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ours are skinned (Equation (I)) with the ground-truth rig; on T-Rex and Simpsons, which have no
ground-truth skeleton, their bones are the faces of the ground-truth mesh sequence. Every splat-based
method reorients each splat’s covariance with the local deformation and uses more primitives than
ours, from about two to fourteen times as many.

At the binding frame all methods render comparably (Figure [17)), so any difference at the deformed
frame comes from the deformation. At the deformed frame Mani-GS shows artifacts at the joints,
around the fox’s front leg—body junction, the Simpsons’ front shin and the T-Rex’s eye and jaw,
although the deformation is exact by construction. Isotropic splats do not remove them: the spikes
round into blobs, as in Figure|[l] RigGS, which drops the mesh, shows them at the same joints. Ours,
driven by the same ground-truth deformation, shows no such artifact. With the deformation exact, the
artifact survives a change of binding and of covariance parameterisation and disappears only when
the primitive changes.

C Sensitivity Analysis

We test how sensitive the two-phase optimization is to its loss weights by scaling one weight group
at a time by x% and x3 around the defaults of Table @, with all other settings fixed. On T-Rex
we vary all six groups; on fox we vary the four groups introduced in Phase 2. Table [ reports
novel-view PSNR. The relative-depth weight is the most sensitive group: reducing it lowers PSNR,
while increasing it raises PSNR. The tracking weight has a moderate effect, and the remaining groups
change PSNR by at most 0.19 dB.

Table 4: Loss-weight sensitivity. Novel-view PSNR (dB) when one weight group is scaled by X % or
x 3, with all other weights at their defaults (Table[6). The two regularizers of each paired group are
scaled together. Spread is the range over the three settings. Fox varies only the Phase 2 groups.

T-Rex (default 23.95) Fox (default 24.13)
Weight group X % X3 Spread X ls X3 Spread
L Adepth (relative depth) 23.10 24.65 1.55 - - -
Lot (rotation reg.) 24.07 24.14 0.19 - - -
LARAP 24.05 23.92 0.13 2422 2427 0.14
Lirack (2D tracking) 2423 23.69 0.54 23.80 24.07 0.33
Skin-weight reg. (smoothness 4 sparsity) 2398 24.10 0.15 2427 24.14 0.14
Correction reg. (magnitude + temporal smoothness) | 24.05  24.08 0.13 2427 2424 0.14

D Additional Implementation Details

D.1 Dataset Sequence Lengths

Table [5]lists the per-scene driving-video lengths referenced in Section [4.1]

D.2 PAPR Backbone, Auto-Rig, and Conventions

PAPR backbone. We use a U-Net-free variant of PAPR [62]]: the rendering path is purely the
proximity-attention aggregation over the top-K nearest points, with no image-space decoder. This
keeps the rendering pipeline transparent and ensures that no learned image-space network can
compensate for deformation artifacts at render time. Backbone hyperparameters (number of points,
attention layer widths, top- K, training schedule) follow the official PAPR release [[62]; the renderer
is frozen for all downstream optimization in this paper.

Auto-rig pipeline. The auto-rig pipeline runs in two stages on the trained PAPR cloud, and the
resulting skeleton and weights are used only as initialization for the two-phase optimization of
Section (i) We extract a triangle-mesh proxy from the PAPR point cloud using the pre-trained,
off-the-shelf meshing model OffsetOPT [21]], run with its public release defaults; the proxy serves
only the next step. (ii) We feed this proxy to Puppeteer [41] with default settings, obtaining a skeleton
of B bones and per-vertex skinning weights on the proxy mesh. We then transfer the per-vertex
skinning weights to each PAPR point by k-nearest-neighbour inverse-distance weighting (IDW) in
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Figure 17: Splat variants under ground-truth deformation. Every method is deformed with the
ground truth, so no rig error enters the comparison. Rows are methods; columns are the canonical
Binding frame and one Deformed frame. Every splat-based method shows joint-boundary artifacts at
the deformed frame; ours does not. Best viewed zoomed in.
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Table 5: Per-scene driving-video length, in frames. Synthetic scenes are rendered at 512x512 and
ZJU-MoCap frames are used at 512 x512; the captured scenes and their generated driving videos are
at 960x540.

Scene Frames
Synthetic

T-Rex 40
Simpsons 34
Fox 24
Wolf 18
Spider 16
ZJU-MoCap

313 25
390 24
Captured scenes
Robot 36
Statue 18

the canonical pose, with k = 6 by default, yielding w; € RZ. The proxy mesh is discarded after this
transfer and participates in neither deformation nor rendering.

Driving camera. The driving camera’s intrinsics and extrinsics are known and held fixed throughout
optimization. For synthetic scenes it is the rendering camera, and for ZJU-MoCap it is the provided
calibration of the driving camera. For the captured scenes it is the calibrated camera of the canonical
view used to generate the driving video, and we assume the generated video preserves this fixed
viewpoint.

Rotation parametrization. All bone rotations RZ in the optimization, both the Phase 1 frame-wise
rotations and the Phase 2 per-joint corrections, are parametrized as axis-angle vectors w} € R3
(direction giving the rotation axis, magnitude the rotation angle) and converted to SO(3) on the
fly via the Rodrigues exponential map R} = exp([w}]« ), where [ ]« denotes the skew-symmetric
matrix of a 3-vector. No per-bone translation is optimized: only the root carries the global translation
t* € R3, and non-root bone offsets are fixed at bind time. Forward kinematics composes these rest-
pose offsets with the bone rotations along the skeleton tree to yield the per-bone SE(3) transforms
T, (RY) used in Equation (T).

Skinning-weight parametrization. The skinning weights w; € R” used in Equation (T)) are not
optimized directly; instead we store unconstrained per-point logits 1; € R” and recover the active
weights at every forward pass by a per-point softmax over bones, w; = softmax(1;). This guarantees
w;p > 0 and Zle w;, = 1 at every step without explicit projection. The logits are initialized
from the auto-rig output as 1; = log w;, where w; is the IDW-transferred Puppeteer weight clamped
to a small floor for numerical stability so the logarithm is finite. Phase 1 keeps 1; frozen at this
initialization; Phase 2 optimizes 1; jointly with the correction MLP, with the regularizers tabulated in
Table [6]acting on the resulting w;.

D.3 Baseline Implementation

Mani-GS rig pipeline. The Mani-GS baseline binds splats to a triangle-mesh proxy extracted
from its trained first-stage 3DGS, following Mani-GS’s own meshing procedure [7]. We auto-rig
this proxy with Puppeteer [41] (the same auto-rigger used in our method) to obtain a skeleton and
per-vertex skinning weights, and the resulting skinning weights are refined as part of the shared
Phase 2 schedule.

Mani-GS modifications. The Mani-GS baseline runs through the same two-stage process as our
method, with three additional modifications. First, we disable the per-triangle adaptive scaling
throughout training; left on, it drives covariance blow-up that Phase 2 binding-rotation refinement
only partially suppresses, leaving visibly noisier renderings (see Section|[D.4). Second, in Phase 2 we
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additionally fine-tune each splat’s binding rotation and offset against the driving-view loss, freeing
the bindings from being fit only to the canonical frame. Third, we add a foreground-mask loss to its
rendering objective for added silhouette supervision. Together these modifications yield the strongest
Mani-GS baseline we could obtain for this fixed-camera setting.

RigGS. RigGS [55]] originally jointly reconstructs the canonical object and its rig from a monocular
video in which the camera moves relative to the subject. Our setting instead begins with an existing
canonical reconstruction and estimates its motion from a single fixed-viewpoint video. RigGS’s paper
notes that the method “faces challenges with videos captured by a fixed camera” and that improved
results “can be achieved when the camera is allowed to move.” On ZJU-MoCap, it accordingly
cycles through six cameras to simulate a monocular video with camera movement. Its complete
reconstruction-and-rigging pipeline is therefore not directly applicable under our input assumptions.

We therefore adapt RigGS to our pipeline, following its released implementation. RigGS reconstructs
the canonical splats and extracts a skeleton with skinning weights derived from point-to-bone
distances, both from the driving video itself. In our setting these are available as inputs, so we provide
them rather than have them inferred: the canonical splats and mesh reconstructed from the first frame,
and the same canonical skeleton and skinning field the other methods receive, carried to each splat
through its binding face. The deformation model is then RigGS’s own. Each splat is skinned directly
by linear blend skinning, taking its position from the blended bone transforms and its orientation
from the blended joint quaternions, with scale left unchanged, and RigGS’s pose-conditioned detail-
deformation head adds a per-splat world-space translation after skinning. We use the released head
at its published width, depth, and positional encoding, and its offset regularizer at the published
weight including the canonical-frame term, and the skinning weights remain trainable as in RigGS.
The canonical splats are not reinitialized, and the training schedule and evaluation match the other
methods.

D.4 Mani-GS Adaptive Scaling Ablation

In Section we noted that the Mani-GS baseline has its per-triangle adaptive scaling disabled
throughout training. Mani-GS rescales each splat’s scaling vector at every frame in proportion to
its bound triangle’s deformed edge lengths, so the splat tracks the triangle’s shape change [7]. On
thin or near-degenerate triangles, this rescaling drives the splat covariance to extreme values and
produces visible artifacts under articulation. Phase 2 binding-rotation refinement reduces some of
these artifacts by reorienting affected splats, but cannot address them as effectively as disabling
adaptive scaling outright.

Figure [18|compares the two configurations on Simpsons and fox. Both runs use our full two-phase
optimization; only the adaptive-scaling toggle differs. With scaling enabled, articulated frames retain
visible artifacts even after Phase 2; we therefore disable it to obtain the stronger Mani-GS baseline
used throughout Section 4]

D.5 Optimization Details

This section gathers the loss weights, regularizers, and schedules used in the two-phase optimization
of Section Both phases use the rendering term Lo, = 0.8-L1+0.2- (1 — SSIM) on the rendered
patch, augmented with an LPIPS term at weight 0.01. The remaining weights are summarized in
Table

On wolf, Phase 2 keeps the composed-rotation regularizer at its Phase 1 weight (0.1 instead of 0.01).
On ZJU-MoCap subject 390, the A-depth weight is 2 in Phase 1 and 8 in Phase 2.

Optimizer and learning-rate schedule. Both phases use Adam with cosine-annealing learning-rate
schedules. In Phase 1, each frame is fit with a single learning rate over its joint rotations and root
translation, annealed from 5x 1072 to 1 x 10~*. In Phase 2, the optimizer uses per-parameter-group
learning rates: 3x10~* for the correction MLP and 1x10~2 for the skinning-weight logits. By default,
both groups are cosine-annealed to 1x10~° over 30,000 Phase 2 iterations. On ZJU-MoCap, Phase 2
runs 20,000 iterations with a skinning-weight learning rate of 1 x 10~*; on wolf, the correction MLP
uses a learning rate of 1x 1074,
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Figure 18: Mani-GS adaptive-scaling ablation. Simpsons (top) and fox (bottom), each shown as
two rows comparing the default Mani-GS configuration (per-triangle adaptive scaling on) with the
configuration used in the main paper (scaling off). Both rows share our full two-phase optimization;
only the scaling toggle differs. Columns are matched training-view frames, with ¢( the canonical
(binding) frame and ¢, , to progressively articulated. Artifacts produced by the most degenerate splats
remain visible with scaling enabled even after Phase 2.
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Table 6: Loss weights for the two-phase optimization of Section Entries marked “decays a — 0”
follow a schedule that decays from the listed value to zero over the course of Phase 2. Dashes indicate
the term is not active in that phase. These are the default values; per-scene deviations are listed below
the table.

Term | Phase 1 Phase 2
Ly (0.8 -L1 4 0.2 (1 — SSIM)) 1.0 1.0
LPIPS 0.01 0.01

L Adeptn (relative depth) 1.0 decays 1.0 — 0
Lo (descendant-weighted rotation reg.) 0.1 —

Liack (2D tracking) — decays 0.005 — 0
Larap (k-NN distance preservation, k=8) — 500
Composed-rotation magnitude reg. (Phase 1 4 correction) — 0.01
Correction L2 magnitude — 5x107*
Correction temporal smoothness — 0.1
Skin-weight smoothness (k-NN graph) — 0.03
Skin-weight sparsity — 0.01

A-depth supervision. At each optimization step the relative-depth loss £ adepm is computed on a
random subsample of 4096 canonical points. The same points are projected through the binding-frame
and current-frame cameras to obtain camera-space depths 27, 2! and pixel coordinates p?, pf; binding-
frame quantities are detached so that gradients flow only through the deformation. Monocular depths
mY, Ml are bilinearly sampled from the Depth Anything 3 maps at p? and p! (we use the metric-depth
variant of Depth Anything 3, so m is in metric units rather than affine-invariant disparity, and the
linear scale alignment below is well-posed), and we form the per-point deltas Az; = 2! — 22 and
Am; = ! — m?. We retain only points that lie in front of the camera and project inside the image
at both frames, and whose current-frame projection lands on a foreground-mask pixel; the foreground
requirement restricts the depth signal to points that currently contribute to the rendered silhouette.
The per-frame scale is computed in closed form on the retained samples, s; = (Az, Am)/||Am|?,
under no_grad, so it acts as a constant during backpropagation; it is recomputed fresh each step on
the new subsample and never persists as state. The loss is then Lagepn = = Z (Az; — s;Am;)?,
where n is the number of retained samples. Phase 2 uses the same constructlon with Aadepn decayed

to zero according to Table|[d]

Correction network. The Phase 2 correction fy(t) is a small temporal MLP that takes a positional
encoding of the normalized frame index ¢ /7T as input and outputs a per-joint axis-angle offset, added
to the Phase 1 rotation of that joint before LBS. The positional encoding uses sine and cosine bases
with frequency exponents 0 through 10 (eleven bands), giving an input of dimension 1 4+ 2 - 11 = 23.
The MLP has two hidden layers of width 128 with ReLU activations and a linear output head
producing 3B values reshaped to per-joint axis-angle vectors; the output layer is zero-initialized so
fo produces zero correction at the start of training. The Phase 1 rotations and the PAPR network
remain frozen throughout Phase 2.

Correction regularizers. The correction outputs are regularized with an L2 penalty on their
magnitude (weight 5x 10~%) and a temporal-smoothness penalty on consecutive-frame differences
(weight 0.1); together these keep the corrections small and slowly varying.

Skin-weight regularizers (Phase 2). The Phase 2 skin-weight refinement is regularized by two
terms acting on the active weights w; = softmax(1;). The smoothness term penalizes disagreement
among k-nearest canonical neighbours,

Lsmooth = ]{:Z Z ||Wz W]||17 (2

i=1 ]e_/\/.
on the same canonical k-NN graph used by Larap (K = 8). The sparsity term is the per-coordinate
negative binary entropy,

N B
1
»Csparse = “NB ; bz_:l {wi,b log w; 3 + (1- wi,b) log(1 — wi,b):| ) 3)
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which pushes each w; ; toward 0 or 1 and so toward fewer effective bones per point.

Descendant-weighted rotation regularizer. Joint rotations are penalized in proportion to how
many child joints they propagate to, so that bones high in the kinematic tree (which carry their entire
subtree with them) are encouraged to be quieter than leaf bones. Let ngesc(b) denote the number of
descendants of bone b in the Puppeteer-returned kinematic tree (zero for leaves), and define

o = H":"”(b) (4)
1+ndesc(')

normalized so @ = 1 across the B bones. Phase 1 regularizes the per-frame axis-angle magnitudes,
1 & 2
1
Lol = 52 o[l )
b=1

Phase 2 regularizes the composed rotation (Phase 1 base R/ rotated by the per-frame correction
Rl(f’t) produced by fy) via a Frobenius-norm proxy,

1 T B .
L) = 75 2. 2 o|[RIRSY ~ 1], ©)

t=1 b=1

which is monotonically related to rotation magnitude and avoids a matrix logarithm.

ARAP distance-preservation term. The as-rigid-as-possible term Larap in Phase 2 acts on a
fixed canonical k-nearest-neighbour graph over the PAPR points, with & = 8 neighbours per point
computed once at the binding pose. For each canonical edge (i, j) we penalize the squared change in

pairwise distance under the deformed configuration, (i) (||pf — pz, | — Ip? — p(J)”)Q’ weighted

by the loss coefficient in Table[6] The graph is canonical (not recomputed per frame), so the term
anchors local geometry to the binding-pose neighbourhood structure throughout the sequence.

Sequential frame fitting. In Phase 1 we fit the per-frame rotations sequentially from the binding
frame: each frame ¢+-1 is initialized from the optimized rotations of frame ¢, exploiting temporal
smoothness in the driving video so that no frame is optimized from scratch. Each frame is optimized
for 2,000 iterations.

Hardware and runtime. All optimization runs on a single NVIDIA RTX 3090 GPU. For a 16-
frame sequence, Phase 1 takes approximately one hour, and Phase 2 takes another hour for its 30,000
iterations.

D.6 Attention-Guided Track Seeding

The 2D tracking loss L,k in Phase 2 requires a set of (point, query-pixel) pairs at the canonical
frame: each selected canonical point is propagated forward in time by CoTracker from its query pixel,
and the resulting trajectory supervises the projection of the LBS-deformed point. The construction
below chooses which points to supervise and where to query them.

Off-ray issue with naive projection. The simplest construction, projecting all canonical points
through the camera and using those pixel positions as queries, is problematic for an attention-based
renderer like PAPR. A point can contribute to a pixel without lying exactly on its ray, and conversely
a point’s geometric projection is not necessarily where it visually contributes. Projection-only queries
therefore include points the renderer effectively ignores at the canonical view, points whose projection
lands a pixel or two off the visible surface, and silently-occluded back-facing points. Each of these
injects label noise into the tracking loss.

Attention-dominant selection. We instead select queries from the renderer’s own attention. We run
PAPR over the canonical-frame image (tiled in patches for memory) to obtain, for each foreground
pixel, the indices and attention weights of the top-K points selected by proximity attention. For each
foreground pixel we take the argmax over its top- K attention weights to identify the dominant point:
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the single point that most explains that pixel. Pixels whose top-1 attention falls below a threshold
(we use 0.05) are discarded as smeared/low-confidence, and the remaining indices are deduplicated
to yield the set of dominant points for the canonical view. Each selected point is then projected
through the canonical camera; by construction this projection lies inside the rendered silhouette near
a pixel the point dominates, and that 2D position is the CoTracker query for the point. Tracks and the
corresponding 3D point indices are persisted together so that the optimizer knows which canonical
point each trajectory supervises.

Mani-GS query seeding. For Mani-GS we seed CoTracker queries by projecting the canonical
mesh vertices through the same canonical view, restricting to those inside the foreground mask,
and uniformly subsampling on the image plane by grid binning to a comparable query count. The
CoTracker model, temporal window, canonical view, and query count are thus matched to ours; the
seeding differs only in per-pixel point selection (mesh-vertex grid sampling vs. attention dominance).

D.7 Licenses for Existing Assets

We use the following existing code, model, and dataset assets, each cited at first use in the main
paper. We list each asset with the license under which it is released (or, where no open-source license
applies, the terms under which we use it). All assets are used within their stated terms.

* PAPR [62] (code and backbone, https://github.com/zvict/papr): MIT Li-
cense.

e Mani-GS [7] (code, used as baseline, https://github.com/gaoxiangjun/
Mani-GS): released under the Gaussian-Splatting research license inherited from the
original 3D Gaussian Splatting code, which restricts use to non-commercial research.

* RigGS [53] (code, used as baseline, https://github.com/yaoyx689/RigGS):
GNU General Public License v3.0 (GPL-3.0).

* Puppeteer [41]] (auto-rigging model, https://github.com/Seed3D/Puppeteer):
Apache License 2.0.

o OffsetOPT [21] (meshing model, |https://github.com/EnyaHermite/
Of fsetOPT): no license file is provided in the repository; we use it under fair-use research
terms and credit the authors via citation.

e Depth Anything 3 [27] (monocular depth predictor, https://github.com/
ByteDance-Seed/depth—-anything-23): Apache License 2.0.

* CoTracker 3 [13] (2D point tracker, https://github.com/facebookresearch/
co-tracker): CC BY-NC 4.0 (non-commercial); used here for non-commercial research.

* Objaverse [6] (synthetic 3D assets): ODC-By 1.0 for the dataset; per-asset licenses vary by
source, and we use only assets whose individual licenses permit research use.

* Kling 3.0 [5] (image-to-video model used to synthesize real-world driving videos): a
commercial closed-source service; we use it under its standard terms of service. No open-
source license applies.

E Broader Impact

RigPAPR enables turning a real-world capture into a rigged, re-posable asset directly from the capture
itself, without an intermediate re-modeled mesh, which we expect to benefit animators, accessibility
tools, and creators without specialized infrastructure. The same accessibility could be repurposed to
re-animate captures of real people without consent. This concern is shared with related neural avatar
work; practitioners deploying such pipelines on human subjects should pair them with consent-aware
capture, content provenance tags, and downstream detection.
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